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Abstract: Semantic applications today provide benefits to numerous organisations in 
business sectors such as health care, finance, industry, and the public sector. These 
applications use the semantics of a domain in order to improve usability, correctness, and 
completeness. Developing semantic applications requires methodological skills, e.g., ontology 
engineering, quality assurance for ontologies, and licence management. Various technologies 
are available for implementing semantic applications, e.g., data integration, semantic search, 
machine learning, and complex event processing. This chapter gives an overview of 
methodologies, technologies, and corporate use of semantic applications. 

 

1. Introduction 

Semantic applications today provide benefits to numerous corporations and other kinds of 
organisations worldwide. This book describes proven methodologies for developing semantic 
applications including technological and architectural best practices: from data to 
applications. The methodologies are backed up by a large number of applications that are in 
corporate use today.  

Figure 1 gives overview of the book chapters and which methodologies, technologies, and 
applications in corporate use they cover. 
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Figure 1: Overview of the book chapters1  

                                                        
1 White circles indicate chapter numbers. The arrows exiting the white circles indicate the 
methodologies, technologies, applications and corporate domains covered by each chapter. 
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In this chapter, we give an introduction to semantic applications and provide an overview of 
the most prominent methodologies, technologies, and applications in corporate use. 

2. Foundations 

Since not everybody is acquainted with the terminology in the field of semantic applications, 
we provide definitions of the most important terms used in this book. These definitions are 
neither intended to be complete nor perfectly consistent with scientific definitions. They are 
intended to show the intuition behind some of the major terms.  

Semantics tries to capture and normalise the relationships between words (respectively 
terms, phrases, symbols etc.) and their meaning. For example, the word “cancer” can have 
the meaning of a disease or a zodiac sign. The concrete meaning of a term in a formalisation 
is usually determined by its context, i.e. the other terms used for its definition and the terms 
related to it. Such formalisations are often called ontologies. 

In the context of semantic applications, an ontology is an explicit representation of the 
semantics of the used terms, usually restricted to a specific application domain [BHL+15]. 
The term ontology has been defined as a “formal, explicit specification of a 
conceptualisation” [Gru93], emphasising that the terms are explicitly chosen on a particular 
level of granularity, or as a “formal, explicit specification of a shared conceptualisation” 
[Stu98] additionally emphasising that its purpose is to share the meaning of terms between 
different stakeholders. For example, an ontology for medicine may define melanoma as a 
disease, Warfarin as a medication, and the relationship between both indicating that 
Warfarin can be used for treating melanoma. In fact, Figure 1 shows a simple ontology, 
specifying applications, business sectors for corporate use, methodologies and technologies, 
and indicating relationships to chapters of this book. 

Various forms of ontologies are used under different terms, depending on the complexity of 
relationships provided. [LMc01] differentiate between "lightweight ontologies" and 
"heavyweight ontologies". Lightweight ontologies in particular include controlled 
vocabularies, thesauri and informal taxonomies. Controlled vocabularies are, in their 
simplest form, just a list of prominent terms used in an application domain, e.g., “melanoma” 
in the medical domain. Taxonomies add hierarchies of broader/narrower terms to controlled 
vocabularies, e.g., melanoma is a type of cancer, which is a disease. Thesauri add additional 
information to the terms in taxonomies, including prefered names (e.g., “melanoma”), 
synonyms (“malignant melanoma”, “cutaneous melanoma”), and relations to other terms 
(e.g. “see also skin cancer”). Heavyweight ontologies extend thesauri by giving the informal 
hierarchical broader/narrower term relation (i.e. is_a relation) a formal foundation and 
extending the expressiveness by additional fine grained relations (e.g., gene CRYBG1 is 
associated with melanoma), definitions (e.g., “melanoma is a malignant neoplasm comprised 
of melanocytes typically arising in the skin”; Source: National Cancer Institute Thesaurus), 
properties, and metadata. The focus of ontologies is not only the terminology of a domain, 
but also the inherent ontological structure, i.e. which objects exist in the application domain, 
how they can be organised into classes, called concepts, and how these classes are defined 
and related.  

Ontology engineering is the discipline of building ontologies. It includes methodologies and 
best practices, e.g., incremental ontology development in tight collaboration with domain 
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experts, and ranges from text analysis of available documents and information sources, over 
the extraction of information from various data sources, to the modelling of an ontology. 
Ontology modelling covers either the adaptation of existing ontologies, the merging and 
aligning of several ontologies covering different domain aspects, or modelling the needed 
ontology from scratch. As a key methodology, ontology engineering is covered in further 
detail in Section 1.4.1. 

A semantic application is a software application which explicitly or implicitly uses the 
semantics of a domain. This is to improve usability, validity, and completeness. An example 
is semantic search, where synonyms and related terms are used for enriching the results of a 
simple text-based search. Ontologies are the centerpiece of semantic applications.  

Information retrieval usually subsumes different approaches for obtaining information 
based on a specific information need from a collection of information sources. Besides pure 
textual information, it also usually covers image, speech and video retrieval. Nowadays, the 
most prominent examples of information retrieval applications are general-purpose search 
engines, such as Google, Yahoo, and Bing. Today, such search engines include semantic 
search, making them semantic applications. For example, entering “When was JFK born?” in 
the Google search will result in an information box containing “John F. Kennedy / Date of 
birth: May 29, 1917”. In contrast to general-purpose search engines, domain-specific search 
applications have a narrower focus but provide more semantic depth. Examples are hotel and 
travel portals, partner search, job portals, used vehicles websites, etc. 

Data integration means combining data from different sources, usually in different formats, 
providing a unified view. In ontology engineering, sometimes various ontologies from the 
same application domain are integrated in order to improve comprehensiveness. For 
example, in the medical domain, the National Cancer Institute Thesaurus and the Medical 
Subject Headings Thesaurus may be integrated to be used together in a semantic application. 

3. Applications and Corporate Use 

Adding semantics to information processing might look ambitious or even aloof. As authors 
of this book, we would like to disagree by presenting real-life examples: Applications that 
work and that already provide benefits and gains. As the reader, you might like to know 
whether some of these applications strike your own domain or offer an approach you can 
exploit for your own work. Therefore, here is a short overview of the applications presented 
in this book and the business sectors these applications belong to. This overview refers to 
Figure 1, first taking a look from the “corporate use” point of view (left side in Figure 1) and 
then from the “application” point of view (top of Figure 1). 

3.1. Corporate Use 

The finance sector is addressed in Chapter 5, which discusses how to support the 
preparation, publication, and evaluation of management reports. The legal sector is treated in 
Chapters 3 and 14. Chapter 3 presents an application that manages compliance questions and 
problems that arise if open data is exploited. Chapter 14 introduces an application for 
automated license clearing.  
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Chapters 12, 13, and 16 present applications addressing the production side of economy, 
namely the industry sector. The application discussed in Chapter 13 supports production 
planning, in particular where planning and production involves several partners who want to 
cooperate. Models of production processes or, more generally, business processes can be 
improved by the use of the automatic annotation tool presented in Chapter 16. The semantic 
application presented in Chapter 12 helps finding appropriate technical documentation for 
machinery in error and maintenance situations.  

Chapter 2 describes how ontologies can be developed pragmatically in a corporate context. 
These ontologies serve to improve semantic search, e.g., portals for jobs or continued 
education (subsumed in Figure 1 under “education”), or within a company’s intranet. The 
application described in Chapter 8 uses an ontology to search the web in order to build 
corpora of documents about a given topic, which in this case is medical devices.  

Semantic applications in the media sector include sentiment analysis (Chapter 7) and 
automatically generating text from structured data, e.g., weather, sporting events and stock 
reports (Chapter 6).  

The healthcare sector is handled in various chapters. The application described in Chapter 8 
is used for collecting documents about medical devices to support compliance with 
regulation. Controlled by an ontology it retrieves scientific publications of interest from the 
Internet, checks them for relevance and organises this information into a searchable 
repository. Chapter 9 discusses ontology-driven web content development to automatically 
build a web portal for health informatics. The described method has been used for building 
the Leipzig Health Atlas, a multifunctional, quality-assured and web-based repository of 
health-relevant data and methods. Further innovation in the health informatics domain is 
provided in Chapter 10, which describes an ontology-driven approach for decision support in 
the field of cancer treatment. Chapter 11 offers a formal mathematical representation for 
temporal sequences, an approach that is used to provide explanations of terms in broader 
settings. Applications of this technology in the health domain include gene expression 
analysis, visualising the behavior of patients in multidimensional spaces based on their 
genetic data. It has also been used to support the treatment of anorectic patients. 

Chapter 15 presents an application that can be used to build cultural heritage archives by 
matching the vocabulary of different cultural projects. The application discussed in Chapter 4 
is assigned to the public sector. It supports locating and connecting required data in “data 
lakes” and the incorporated task of overcoming big data’s variety problem.  

Finally, the applications presented in Chapter 16 and 17 can be subsumed under IT sector. 
Chapter 16 describes how semantic technologies can be used to improve the modelling and 
processing of business processes in order to deliver documents relevant to the current 
process step at the right time. Chapter 17 is for one’s personal or professional use: it supports 
finding appropriate and required software. 

3.2. Applications 

As a reader of this book, you might not find semantic applications you are looking for applied 
to your own domain. However, applications applied to other domains might also present 
ideas and approaches you can exploit for your own work. Accordingly, here is the overview 
from the application point of view. 
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Getting the right information at the right time at the right place is one of the demands of the 
digitalisation process, a demand that needs to be supported by information retrieval 
applications. In Chapters 2, 3, 6, 8, 12, 13, 16, and 17 it is shown how semantics helps to make 
such applications smarter so that the needed information is no longer buried under piles of 
barely relevant information. Chapter 4 covers the overlap between information retrieval, data 
analysis, and knowledge management by showing how these processes can be supported by 
semantic metadata, in particular if the data to be analysed is highly heterogeneous (variety 
aspect of big data). Chapter 16 supports the retrieval of process-relevant documents taking 
the context of the current process step into account. Chapters 11 and 7 add to the data 
analysis category whereupon Chapter 11 focus on temporal aspects and Chapter 7 on 
sentiment analysis. 

Semantic applications for knowledge management and content management are presented in 
Chapter 4, tackling the variety problem of big data. Chapter 16 focuses on annotating models 
of business processes semantically. Chapter 9 describes the development of an ontology-
based extension for a Content Management System (CMS) and Chapter 15 discusses how to 
build archives for cultural heritage. Documentation is another facet of information 
management, so with this in mind, Chapter 12 presents an application for the fast 
identification of relevant technical documentation for machinery in fault and maintenance 
situations. Chapter 16 focuses on the documentation of business process models. 

An application that supports market surveillance and collects scientific documents about 
medical devices is treated in Chapter 8. Process planning is handled in Chapter 13 and 
Licence Management in Chapter 14. Recommendation and Decision Support are handled in 
Chapter 10, while Chapter 17 describes a semantic application which gives recommendations 
about software components to procure in a software development project.  

1.4. Methodology 

The main advantage of knowledge-based systems lies in the separation of knowledge and 
processing. The knowledge needed is usually represented by ontologies. Ontologies can be 
classified into so called “top ontologies” representing knowledge common to a number of 
domains, “domain ontologies” describing the particularities of a domain, and “task 
ontologies” connecting the domain ontology to an application. Top ontologies are usually 
developed within research projects. Domain ontologies usually cover the terminology and the 
informational structure of an application domain for a number of different applications.  

The major question for the application of semantic technologies is of course: “From where to 
obtain the domain ontology?” For certain important domains, extensive ontologies are 
available (such as medicine and technology), but for specialised business sectors or 
corporations, fitting ontologies often do not yet exist and need to be created.  

Although there exists a number of ontology engineering methodologies, they often were 
developed in an academic context and seldom tested in the context of real-world or corporate 
applications. Within this book, a number of different practical approaches are described for 
engineering the required domain ontologies, which have shown their utility for real 
applications. 
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4.1. Ontology Engineering 

If domain ontologies are available for a particular application, it would of course be wasted 
effort to model the needed ontology each time from scratch. However, often the available 
ontologies do not completely cover the required application domain. As Chapter 10 
emphasises on the example of a personalised health record application, no single ontology in 
medicine contains all relevant terms and no set of medical ontologies covers all terms of the 
needed concepts. In this situation, ontology mapping, alignment and integration become the 
main ontology engineering tasks. Chapter 10 describes one particular instance of ontology 
engineering, comprising of the transformation of different data formats, the mapping of 
different semantic fields, cleansing and filtering their content, identifying and handling of 
duplicates and merging the information into a single target data format.  

Sometimes one can find for a particular application domain, such as information technology, 
some rudimentary classification system, which allows the derivation of the “upper part” of a 
domain ontology automatically, but which is not as detailed as required by the application at 
hand. Chapter 17 takes a related, but simpler approach. A light-weighted core of a thesaurus 
is built by initial identification of a number of “semantic categories” and assigning the 
domain terminology derived from textual descriptions of software and software components 
to these categories. Acronyms and synonyms are then related to these terms, and additional 
tools are used to identify functional synonyms, i.e., terms which are closely related and are 
used synonymously. 

Chapter 2 describes the extension of this approach to a pragmatical ontology modelling 
approach suited for corporate settings. By means of simple text analysis and the derivation of 
keyword lists, ontology engineers are guided to first determine the important concepts for an 
application, called “categorical concepts”. These categorical concepts are then used to pre-
qualify the extracted keywords in a spreadsheet, giving an ontology engineer hints about the 
terms to model first and allowing them to track her/his work. Especially for search 
applications, the modelling of a thesaurus is often sufficient. By establishing some modelling 
guidelines, it can be ensured that this thesaurus could be transformed later to a more 
expressive ontology.  

Chapter 9 describes a processing pipeline to extend a common CMS, in this case Drupal, by 
the functionality for automated import of ontologies. The starting point here is the modelling 
of a domain in a spreadsheet template, converting it to an ontology, optionally optimisation 
of this ontology by a knowledge engineer and its importing into Drupal's own database. Thus, 
allowing non-experts to model the content of a web portal with common tools and enriching 
its knowledge structure before feeding it into the CMS. 

Sometimes the structure of an ontology and its representation is constrained by the 
application making use of it. Therefore, the ontology engineering process needs to respect 
application-dependent requirements. Chapter 2 describes for example that synonyms of 
preferred concepts are explicitly marked in order to identify them easily without the need to 
perform logical inferences and to build up fast lookup tables speeding up the automatic 
annotation process. In Chapter 6, an RDF-triple store realised with a conventional database 
is used to gain quick access to the ontology during the text generation process. This 
requirement imposes a constraint on the ontology design. 
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Dependent on the domain and application, quality assurance is a topic which needs to be 
considered during ontology engineering.  

4.2. Quality Management  

If we stick to the definition of the term ontology as “formal, explicit specification of a shared 
conceptualisation” [Stu98], the sharing of the conceptualisation implies that different 
stakeholders agree with the meaning of the represented information. This assures a certain 
degree of quality of the ontology. 

While Chapter 2 shows how the quality of an ontology can be ensured during the incremental 
modelling by the four-eyes-principle within the ontology engineering process, Chapter 10, 16, 
and 17 address the management of information quality by linking information and putting it 
into the domain context.  

The quality of information is particularly important in the medical field. Chapter 10 describes 
high-quality information as the basis for personalised medicine. Personalisation, i.e., the 
adaptation of medical treatment to the individuality of the patient, has considerable 
advantages for patients. Semantic technologies help to link patient data with information in 
the medical knowledge database. This allows the treatment to be adapted to the specific 
characteristics of the patient. 

Chapter 16 shows how the quality of the information found within organisations is improved 
by placing it in the semantic context of the business process. In a “filtering bubble”, the 
process models are semantically enriched with roles, documents and other relevant data. The 
information is modularised and thus reused, which increases consistency. Semantic concepts 
reduce the information overflow and focus the information found on the relevant context. 

In the area of searching for software, the enrichment of data with semantic information 
increases the quality of search results, as shown in Chapter 17. In a certain context, suitable 
software is suggested to the user. “Suitable” here means that the software is selected 
according to features such as license, community support, programming language or 
operating system. Furthermore, the user is offered software similar to that which they already 
use. 

1.5. Technology  

After describing applications, corporate use and methodologies, the questions remains open: 
Which technologies to use? Clearly, this question is dependent on the particular application. 
The following sections give an overview of some important technologies covered in the 
remaining chapters of the book. 

5.1. Semantic Search  

The term semantic search is ambiguous and used by different stakeholders with different 
meanings. In its most general meaning it summarises any information retrieval technology 
which uses background knowledge based on some kind of formal semantics, such as 
taxonomies, thesauri, ontologies or knowledge graphs. In a narrower sense, the term 
semantic search summarises information retrieval based on a semantified form of keyword 
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search, often some semantic extension implemented on top of Apache Lucene, Apache Solr or 
ElasticSearch. This narrow sense differentiates it from faceted browsing, from question 
answering systems, where queries are posed in natural language, and from RDF-based 
retrieval systems [Den12], where a clean specification of the sought information is 
formulated in some SQL-structured query language, such as SparQL or GraphQL. This latter 
form of retrieval often requires the formulation of queries by technical experts and builds the 
technological base in Chapters 13 and 14. 

For semantic search in the narrower sense, the application has to cope with rather vague 
formulated queries, often only expressed by keywords, formulated in the language of the 
user, which does not necessarily match the language used in the documents or by a 
corporation. As emphasised in Chapter 2, this kind of semantic search, as for many 
information retrieval systems, often requires translation between the language of users and 
of document authors. This translation makes use of some kind of controlled vocabulary 
defined by the domain ontology, which is used as a bridge to translate search query terms 
into terms used by information providers. 

Chapters 2 and 17 enrich keyword queries by mapping synonyms, acronyms, functional 
synonyms and hidden terms capturing common misspellings of terms to the controlled 
vocabulary of a domain ontology in order to augment the search results by information using 
such terms or to answer corresponding search queries. Chapter 17 additionally shows how 
term completions and faceted search can be augmented by the used domain ontologies in 
order to semantify the user interface and the user experience. 

Chapter 16 describes in the context of process models how contextual information about the 
current process step can guide the semantic search for documents as an additional 
constraint, thus delivering the user the right information at the right time in the right place.  

5.2. Data Integration and ETL 

Semantic applications often require data integration. Chapter 10 describes approaches for 
integrating various ontologies for healthcare, since no single ontology has been proven 
sufficient for the semantic application under development. Chapter 12 shows how to integrate 
a domain-specific ontology with business data: machine data from the factory floor on the 
one side and technical documentation on the other side. Chapter 17 outlines how an ontology 
may be enhanced by data gathered from web crawling and how such an ontology can be 
integrated with meta data, in this case for software components. Chapter 4 discusses how 
ontologies and metadata catalogues can aid exploration of heterogeneous data lakes, and 
simplify integration of multiple data sets. 

An established data integration technology is Extraction, Transformation, and Loading 
(ETL). It is a common approach in business intelligence and data science to transform, 
augment and analyse information. Semantic ETL extends traditional ETL by the process 
steps: semantic matching, cleansing, filtering, and duplicate handling. As shown in Chapter 
8, this process requires tight feedback for continuous improvement. Semantic ETL can also 
be used within the ontology engineering phase in order to combine the content of different 
information sources, such as databases, taxonomies, thesauri, ontologies, or knowledge 
graphs, into an integrated ontology. Chapter 9 explains how available tools such as 
spreadsheets and specialised translators need to be combined to implement data integration 
via semantic ETL. Chapter 10 shows that for mapping and aligning ontologies, the necessary 
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processing steps are similar to the steps used in conventional business intelligence and data 
science tasks.  

5.3. Annotation  

The cornerstone for the application of semantic technologies is of course the content; 
sometimes annotated by the user either in the form of tags or markup, or sometimes 
annotated automatically by text analytics. Background knowledge in the form of taxonomies, 
thesauri or ontologies, can be used to automatically enrich the annotations by related terms. 
These enriched annotations are sometimes called fingerprints, sometimes they are called 
footprints; thus indicating that they characterise and can be used to identify the content they 
annotate. In a certain sense this enrichment process is also a kind of data integration, since 
the keywords accompanying the content or derived from them are integrated with the 
modelled knowledge to form a new knowledge source. 

From a technological viewpoint, such annotations allow for a simplification and speed-up of 
the retrieval of sought information, since they shift part of the semantic analytics from 
runtime to the indexing phase of the information. From the application viewpoint, the 
enriched annotations themselves can be objects of data analysis.  

The relation between annotation and content can be described by an annotation model as 
described in Chapter 3 and are attached as any other kind of metadata to the content they 
annotate. Especially for the retrieval of content from data lakes, annotations become a key 
consideration with respect to designing and maintaining data lakes, as argued in Chapter 4. 
Chapter 9 shows how web content can be annotated by concepts from various ontologies. 

Annotations are used for filtering of search results and for the annotation of business process 
models by business objects in Chapter 16. Although not mentioned explicitly, the “tags” used 
in Chapter 17 are just annotations derived by normalisation directly from the user-supplied 
tags in order to derive the domain ontology and to describe the software components.  

6. Conclusion 

Semantic applications today provide benefits to numerous organisations in business sectors 
such as health care, finance, industry, and the public sector. Developing semantic 
applications requires methodological skills, including ontology engineering, quality 
assurance for ontologies, and licence management. Implementation of semantic applications 
is often aided by the software engineers having proficiency in current technologies, e.g., data 
integration, semantic search, machine learning, and complex event processing. 

The following chapters of this book provide insights into methodologies and technologies for 
semantic applications which have been proven useful in corporate practice.  
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